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ABSTRACT 

Subgrade resilient-modulus assessment combines repeated-load triaxial data, stress-
state variables, empirical models and expert judgement, but current automation rarely 
provides transparent model-applicability control. This study presents a physics-governed 
auditable agent in which a large language model coordinates data interpretation, 
knowledge retrieval, executable-code preparation and report drafting, while deterministic 
modules control physical validation and release. Track A fits reviewable multi-coefficient 
interaction (MCI) parameters k1, k2 and k3; Track B uses monotonicity-constrained 
XGBoost as an independent reference. Their deviation grades MCI as applicable, 
marginal or inapplicable. On 3,533 records from 13 soils, Track B achieved R² = 0.973 
with 0% physical-rule violations and 100% direction compliance. The gate intercepted 
observed MCI Stage-2 collapse cases and routed unsupported soils to expert review, 
enabling accurate, traceable and failure-aware subgrade assessment. 

1. INTRODUCTION 

Resilient modulus (Mr) is a key input to pavement material evaluation and design. The 
AASHTO T307 repeated-load triaxial test provides the reference measurement, but it is 
time-consuming and equipment-intensive (AASHTO 2017). MCI models offer physically 
interpretable coefficients, although their validity changes across soil classes. Data-driven 
models can improve accuracy yet still violate stress-stiffness directions or extrapolate 
outside the supported material domain. Physics-informed learning motivates explicit 
domain constraints (Raissi et al. 2019), and recent LLM-agent work has automated 
resilient-modulus prediction (Chu et al. 2026). However, language-model judgement 
should not determine physical admissibility. This study therefore formalizes model 
applicability as a machine-checkable release decision. 

2. PHYSICS-GOVERNED AGENT 

The agent parses each CSV file into a soil-state vector containing plasticity, moisture, 
density, fines and freeze-thaw descriptors. Physics-aware retrieval searches a three-tier 
knowledge base and then applies deterministic material, stress-range and model-
compatibility filters. Track A fits constrained MCI parameters; Track B independently 
trains XGBoost with positive monotonic directions for confinement, bulk stress and 
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density and negative directions for moisture deviation, plasticity and freeze-thaw damage 
(Pei and Qiu 2024). A hard-coded validator checks parameter bounds, positive modulus, 
direction compliance and overfitting. Dual-Track Cross-Validation converts the relative 
deviation Δ into applicable (Δ < 15%), marginal (15% ≤ Δ < 30%) or inapplicable (Δ ≥ 
30%) status. The LLM prepares code and drafts reports, while a deterministic state 
machine controls retries, degradation, citation audit and parameter release. Only quality-
gated cases are written to the experience library (Fig. 1). 

 
Fig. 1 Overall framework of the physics-governed auditable agent 

 
3. RESULTS AND DISCUSSION 

The main evaluation used 3,533 triaxial records from 248 specimens and 13 soil types 
with a specimen-level 80/20 split. The full agent obtained Track A R² = 0.7494 and Track 
B R² = 0.9733, while the physics-violation rate remained 0%, the coefficient-specification 
score was 100% and SHAP physical-direction compliance was 100%. Physics-aware 
routing reduced cross-soil retrieval pollution from 40% to 0%. The aggregate dual-track 
deviation was 23.2%, but its engineering value appeared at the soil level: every observed 
Track A Stage-2 collapse was routed to the inapplicable band rather than silently 
releasing unreliable coefficients. Across seven LLM backends, Track B R² remained 
within 0.9695-0.9734 and the violation rate stayed at 0%, confirming that physical 
consistency came from the architecture rather than a specific language model. 
Representative release decisions are summarized in Table 1. 

Table 1 Representative validation outcomes 

Evaluation case 
Track B 

R² 
Δ (%) System response 

Full 13-soil benchmark 0.9733 23.2 
0% violations; soil-level 
routing 

Independent low-LL silt 0.994 3.1 
Applicable; release 
candidate 

Independent low-LL clay 0.955 4.4 
Applicable; release 
candidate 

High-PI holdout, wPI = 31.08 0.9989 34.97 Inapplicable; expert review 

The external low-liquid-limit cases supported controlled release, whereas the sparse 
high-plasticity holdout blocked the k-values despite Track B's high local accuracy. 
Replacing Optuna with particle swarm optimization through dialogue also preserved 0% 
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violations, 100% direction compliance and Pass@1 of 100%, showing that algorithmic 
extension remained inside the same safety chain. 

4. AUDITABILITY AND KNOWLEDGE REUSE 

Cross-task memory was evaluated across six neighboring similar-soil tasks. Relative 
to an empty knowledge state, the full knowledge state increased Pass@1 from 0% to 
100%, reduced the mean number of correction rounds from 2.00 to 0, lowered report and 
citation hallucination from 32.2% to 4.0%, and improved first-round Δ-band pre-
assessment from 16.7% to 100%. Only quality-gated soil signatures, k1-k3 parameters 
and applicability evidence are retained, so the improvement comes from reusable 
approved records rather than unconstrained language-model self-reflection. 

Robustness tests introduced 20% label noise, reduced the training set to 80 rows, or 
shifted moisture by +30%. The validator produced explicit warnings, prevented unstable 
Track A release in the small-sample condition and kept the fatal-error count at zero; 
SHAP direction compliance remained 100%. In the high-plasticity degraded case, citation 
auditing and risk reporting continued while only the k-value release channel was 
suppressed. This selective degradation shows that the audit chain remains active under 
data pathology and dialogue-driven component replacement. 

5. CONCLUSIONS 

The proposed agent separates language-model coordination from machine-enforced 
engineering authority. Its dual-track evidence, deterministic physics validator and graded 
release mechanism convert resilient-modulus prediction into an auditable decision 
workflow rather than a single accuracy score. Broader soil coverage and long-term 
deployment are still required, but the present results support failure-aware automation 
for subgrade parameter assessment and engineering reporting. 
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